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Abstract: This paper investigates the ability of large language models (LLMs) to generate SQL queries based on
questions formulated in natural language (Text-to-SQL), with a particular focus on the Serbian language. The aim of the research
is to empirically determine the extent to which the query language and task complexity affect the accuracy of the generated
SQL code, as well as to identify the dominant sources of errors in the generation process. For this purpose, an experimental
environment was developed, comprising a relational database that simulates an employee management system, an evaluation
set of 200 tasks divided into four categories according to complexity level, natural-language formulations that the LLM translates
into SQL code, and an automated system for executing evaluations in the selected language. The results suggest that the key
challenge of Text-to-SQL systems is no longer syntactic validity, but semantic precision and the correct modeling of relationships
between entities in the database, while the choice of natural language in which the question is formulated has a negligible
impact on the final accuracy.

Keywords: Large language models (LLMs), Text-to-SQL.

Introduction

The development of large language models (LLMs) has significantly improved the capabilities of
automatic natural language processing, including tasks that require the generation of formal languages
such as SQL. Such systems have the potential to significantly reduce the need for technical knowledge
of SQL and enable a wider range of users to access complex data [8]. Although modern models have
demonstrated a high level of performance, there are still significant limitations in their practical application.
Most existing studies focus on the English language and commercial models, while the performance
of open-source, locally executable models in other linguistic contexts remains insufficiently explored.
Furthermore, despite the high syntactic correctness of generated queries, semantic accuracy remains a
key challenge [11].

This paper aims to empirically evaluate the ability of LLMs to generate SQL queries from questions
formulated in the Serbian language, with an analysis of the impact of language and task complexity on
the accuracy of the generated code. For this purpose, an experimental environment was developed that
includes a relational database from the domain of employee management, as well as an evaluation set
of 200 tasks divided into four categories of complexity. The experimental part of the paper is based on a
comparison of the performance of several models, including both open-source and commercial models.
The evaluation includes several levels, such as syntactic correctness, execution success, and result
accuracy, with an additional analysis of error types and partial accuracy. Although the results provide
significant insights, the study is limited to one domain and a relatively small evaluation set.

The research results indicate that the impact of language on model performance is limited, while the
dominant causes of errors arise from problems of semantic understanding and modeling of relationships
between database entities. Errors in query logic and SQL dialect incompatibility in open-source models
are particularly emphasized. The structure of the paper is organized as follows: after the review of relevant
literature, the research methodology and experimental framework are presented, followed by the results
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and their analysis, discussion, and conclusion.

The contribution of this paper is reflected in several aspects. First, the paper presents an empirical
evaluation of the performance of large language models in Text-to-SQL tasks in the Serbian language,
which has been insufficiently investigated in the existing literature. Second, an evaluation set of 200 tasks
of different complexity levels was developed, based on a realistic relational database from the employee
management domain. All code required for reproducing the research is available in an open repository
[10]. Third, a comparative analysis of open-source and commercial models was conducted using several
metrics, including syntactic correctness, execution success, and result accuracy. Finally, the paper
provides a detailed analysis of error types, with a special focus on problems of semantic interpretation
and SQL dialects.

Literature review

The first phase in the development of Text-to-SQL systems was characterized by rule-based
approaches, which rely on predefined patterns and heuristics for mapping natural language into SQL
queries. The next significant step in the evolution of this field was the introduction of methods based on
neural networks. In this context, the Seq2SQL model was proposed, using deep neural networks to learn
relationships between natural language and SQL structures, thereby enabling automatic query generation
without explicitly defined rules [1].

IRNet is a model that introduces the intermediate representation SemQL between natural language
and SQL [3]. Instead of directly translating questions into SQL, the model first builds an abstract query
structure that bridges the semantic gap between the user question and the target SQL code. It uses
a bidirectional recurrent architecture with an attention mechanism to simultaneously understand the
question and the database structure, achieving 46.7% accuracy on the Spider [2] dataset.

RAT-SQL [4] then introduces a relation-aware self-attention mechanism that uniformly encodes
relational information between the question and the database schema, reaching an accuracy of
65.6%. LGESQL and SADGA [6] further improve this approach by applying graph neural networks to
model structural relationships between questions and schemas. This approach enables more precise
understanding of complex relational structures, and both models achieve accuracy above 75% on the
Spider dataset, confirming the advantage of this approach over sequential architectures.

The emergence of large language models introduces a new paradigm in which the ability to generate
SQL queries becomes an emergent capability of models trained on large corpora of text and code. DIN-
SQL [7] decomposes the task into phases of schema linking, query classification, and SQL generation with
self-correction, achieving 85.3% execution accuracy using GPT-4. DAIL-SQL [8] systematically compares
prompting strategies and achieves 86.6% execution accuracy on the Spider dataset.

In parallel with model development, evaluation datasets were also developed. WikiSQL [11] opened
the way for systematic model comparison, but it is limited to simple queries over single-dimensional tables.
Spider [2] introduced cross-domain evaluation with 10,181 question-SQL pairs across 200 databases,
requiring models to generalize to unseen databases. BIRD [9] introduces more realistic scenarios with
large databases and questions requiring external knowledge, where the gap between automated systems
and experts remains significant. Spider 2.0 [10] introduces evaluation based on enterprise scenarios and
shows a dramatic drop in performance to only 6% accuracy, revealing model limitations under real-world
conditions.

Although significant research exists in the field of Text-to-SQL, most studies focus on the English
language and commercial models. The performance of open-source, locally executable models in other
languages, including Serbian, remains insufficiently explored.

Methodology

In this paper, an experimental approach was applied in order to evaluate the ability of LLMs to
generate SQL queries from natural language. The methodology is based on a comparative analysis of
execution results obtained by generating SQL queries and comparing them with a reference set of resullts.
The primary performance measure is the execution accuracy of the generated SQL code (Execution
Accuracy — EA), defined as the degree of correspondence between the results of the generated and
reference SQL queries [2]:

Acc= ~ ¥V, (Ri = Ri) (1)
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where:

* N — total number of evaluated SQL queries (N = 200 per model and strategy),

* Ri — the result set obtained by executing the i-th generated SQL query over the database,

* Ri — the result set obtained by executing the i-th reference SQL query over the database,

* 1(Ri = Ri) denotes an indicator function that takes the value 1 if the result sets are identical, and
0 otherwise.

In order to analyze the causes of failure, an error taxonomy based on three categories was
introduced. A dialect error denotes the use of SQL functions characteristic of the MySQL or SQLite dialect
in a PostgreSQL context. A projection error occurs when the generated query returns the correct number
of rows but the wrong set of columns or content. A logic error denotes semantically incorrect filtering logic,
table joining, or aggregation, resulting in an incorrect number or order of returned rows.

Since EA can be modeled as a Bernoulli variable, confidence intervals were calculated using the
binomial approximation to the normal distribution according to the formulas:

SE = J—p(lw_p) 2)
and
Cl=p +zx [FP 3)

where p is the proportion of correct queries, N is the total number of queries per model and strategy
(N =200), and z = 1.96 corresponds to a 95% confidence level.

The evaluation was conducted on a set of 200 natural-language tasks of different complexity levels,
enabling analysis of the impact of task complexity submitted to the LLM on the generated SQL code.

Additionally, the impact of the assigned task language was examined by comparing the results
for tasks formulated in Serbian and English. This methodological framework enables a systematic and
reproducible assessment of LLM performance, as well as the identification of key limitations in the process
of SQL query generation.

Research

In order to systematically evaluate the ability of large language models to generate SQL queries from
natural language, an integrated experimental environment was developed, consisting of four components:
a relational database, an evaluation task set, a module for executing reference queries, and a module for
evaluating LLM models.

The relational database was implemented in PostgreSQL and models an information system
for human resource management. The database includes eleven interconnected tables covering the
domains of employee management, organizational structure, payroll system, leave requests, benefits,
and employee development. The data were generated synthetically while preserving realistic statistical
distributions and referential integrity, enabling queries of different semantic and structural complexity to
be posed.

The evaluation set consists of 200 tasks organized into four categories according to SQL complexity
level, with 50 tasks per category:

* simple queries (S),

+ medium-complexity queries with multiple table joins (M),

* queries using window functions (W), and

* recursive queries over hierarchical structures (R).

Each task contains a question formulated in Serbian, the corresponding English translation, and a
reference SQL query validated by execution over the database. The evaluation set was constructed by two
database administrators with the aim of reflecting realistic information needs in a business environment.
The process of generating SQL queries is formalized as an approximation of the function:

QxD—S (4)
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where:

+ Q — the space of questions formulated in natural language,
+ D — the space of relational database schemas,

« S — the space of syntactically valid SQL expressions.

For each task, the model receives a prompt containing the database schema and the question
formulated in the selected language, and then generates an SQL query that is executed over the database.
The result is compared with the reference solution by comparing the MD5 checksum of the returned rows
and columns.

The evaluation was conducted using two generation strategies:

* generation from the Serbian question,

* generation from the English question.

Each strategy includes 200 queries per model, meaning that each model was expected to generate
400 queries. Five models of different architectures and sizes were tested: three open-source models
available for local execution and two commercial models:

1. DeepSeek Coder 1.3B,open-source

2. DeepSeek Coder 6.7B,0pen-source

3. Mistral 7B, open-source

4. GPT-40-mini, commercial

5. GPT-40, commercial.

Since a total of five models were tested with 400 queries each, the research sample consisted
of 2,000 queries distributed across different natural languages and difficulty levels. The complete
experimental environment was implemented in the Python programming language using containerization
technology, thereby ensuring reproducibility of the experimental results, with the entire code available in
a public repository [12]

Research results

Syntactic Correctness of the Generated Code

Checking the syntactic correctness of generated SQL queries represents the first level of evaluation.
However, syntactic correctness does not guarantee semantic accuracy; a model may generate a
syntactically correct query that does not return the expected results. The results shown in Table 1 indicate
significant differences between models, but not as much between languages.

Model EN(%) | SR(%) | Difference
DSC 1.3B 79.5% 58.0% 21.5%
DSC 6.7B 80.0% 74.0% 6.0%
Mistral 7B 60.5% 57.0% 3.5%
GPT-40-mini 100.0% | 99.0% 1.0%
GPT-40 100.0% | 99.0% 1.0%

Table 1: Overview of query syntactic correctness by model

Commercial models GPT-40 and GPT-4o0-mini achieve almost perfect syntactic correctness in both
languages, while open-source models show significantly lower values.

The dominant cause of syntactic errors in open-source models is the mixing of SQL dialects. The
models insert functions characteristic of MySQL or SQLite, such as DATEDIFF, DATEADD, YEAR(),
MONTH(), and julianday, despite the explicit instruction in the prompt to use PostgreSQL syntax
exclusively. Table 2 shows the share of errors caused by incorrect SQL dialect and the total errors in
generating syntactically correct code.
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Model Language | Gd (%) Gu (%)
DSC 13B SE 24 3% 14 0%
DSC 13B EN 17.6% 12 0%
DSC6.7B SE 15.2% 7.0%
DSC6.7B EN 24 0% 14 5%
Mistral 7B SE 41.1% 30.0%
Mistral 7B EN 41.8% 30.5%
GPT-40-mim SE 0.0% 0.0%
GPT-40-mim EN 0.0% 0.0%
GPT-40 SR 0.0% 0.0%
GPT-40 EN 0.0% 0.0%

Table 2: Overview of dialect errors in relation to total errors by models and execution strategies

In the table header, Gu denotes total errors, while Gd denotes dialect errors. It is particularly
significant that in the case of Mistral 7B, every second execution error, approximately 41%, originates
from the wrong SQL dialect, equally in Serbian and English. This confirms that it is a systemic limitation
of the model independent of the query language, indicating that this is a technical limitation rather than
a linguistic factor, and represents a potential direction for improvement through model specialization.
In contrast, in commercial models GPT-40 and GPT-4o0-mini, dialect errors are completely absent,
indicating that these models have acquired robust understanding of PostgreSQL syntax during training,
independently of the question language.

Execution Success of the Generated Code

Executing the generated SQL query over the database represents the second level of evaluation.
A query may be syntactically correct but fail to execute due to semantic errors, incorrect column names,
nonexistent tables, or invalid GROUP BY clauses. The following table shows the levels of successfully
executed SQL queries.

Model EN(%0) SR(%0) Difference
DSC1.3B 42.5% 32.0% +10.5 %
DSC6.7B 54.0% 39.5% +14.5 %
Mistral 7B, 27.0% 27.0% 0.0%
GPT-40-mini 92.5% 92.5% 0.0 %
GPT-40 94.0% 94.0% 0.0 %

Table 3: Overview of successfully executed SQL queries by model

Commercial models execute over 92% of generated queries in both languages. Open-source
models show significantly lower values, with Mistral 7B achieving only 27% successful executions. The
significant gap between syntactic correctness and execution success in open-source models — for
example, in DeepSeek Coder 1.3B the difference is 10.5 percentage points in English — indicates that
the models generate syntactically valid queries that are nevertheless not semantically correct.

Execution Accuracy
Execution accuracy is the central and strictest evaluation metric. A generated SQL query is
considered correct only if the set of returned rows and columns is identical to the reference result, which

is verified by comparing the MD5 checksum of the results. This measure is stricter than checking the
number of rows because it also requires correct column projection and order.
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Model EN(%) | SR(%) Difference
DSC 1.3B 2.0% 2.0% 0.0 %
DSC 6.7B 2.5% 1.5% 1.0 %
Mistral 7B, 1.0% 0.0% 1.0 %
GPT-40-min1 6.0% 5.9% 0.1 %
GPT-40 6.7% 6.3% 0.2 %

Table 4: Overview of the EA metric for results obtained by query execution

EA values are extremely low across all models, regardless of architecture or size, ranging from
0% to 6.7%. This indicates that high syntactic correctness and execution success do not guarantee
the semantic correctness of the generated query. The central finding of the research is that there is no
statistically significant difference in EA between Serbian and English — differences from 0 to 1 percentage
point do not show a consistent pattern that would indicate a systematic advantage of English, confirming
that the language barrier is not the dominant cause of low accuracy.

In order to assess the stability of the obtained results, 95% confidence intervals were calculated
for each execution accuracy value. The results show that the confidence intervals between Serbian and
English overlap significantly for all tested models, which further confirms that the differences in accuracy
are not statistically significant.

Model Language | EA 95% Cl
(%)

GPT-40 EN 6.7 3.2-10.2

GPT-4o0 SR 6.3 29-97

G|:.’T.—4[)— EN 6.0 2.7-93

mini

GPT-40- .6—9.
0 SR 59 |20792

mini

Table 5: Assessment of execution accuracy with 95% confidence intervals

For example, for the GPT-40 model, execution accuracy is 6.7% with a 95% Cl of 3.2%-10.2% in
English, and 6.3% with a 95% Cl of 2.9%-9.7% in Serbian. Given the significant overlap of the intervals,
it cannot be concluded that there is a statistically significant difference between these two cases.

Partial Accuracy — Analysis of the Number of Rows and Columns

Since the strict EA checksum does not distinguish between query logic errors and column projection
errors, two additional measures were introduced into the analysis:

* row count match, and

* column count match.

These measures enable a better understanding of the causes of failure. Out of a total of 2,000
evaluated queries, 1,190, or 59.5%, were successfully executed over the database, with commercial
models achieving over 92% execution success, while open-source models achieved between 27% and
54%.

http://juuntics.unt.edu.rs


https://medisij.com


Sovilj, S., Markovi¢, J., & Dugonji¢, I. (2026). Generating SQL Queries In The Serbian Language: A Comparative Analysis of
Open-Source and Commercial Language Models, Journal of UUNT: Informatics and Computer Sciences, 3(1), 1-11.

Metric Number % of
of executed
queries

Successfully executed 1,190 59.5%

Correct number of rows / | 501 15.5%

(Row match)

Correct columns (Col | 789 24 4%

match)

Correct checksum (EA=1) | 66 2.0%

Table 6: Overview of additional accuracy metrics

When examining the EA metric in relation to complexity level, the results are predictable — for
less complex tasks, LLMs generate more accurate code. Regarding the types of errors that occur, three
categories are distinguished:

Gd — dialect error, which implies the use of MySQL/SQLite functions in a PostgreSQL context,

Gp — projection error, where the model returns the correct number of rows but the wrong columns
or content,

Gl — logic error, representing the most significant category of errors, because they directly affect
the accuracy of the results returned by the SQL query. Unlike syntactic or dialect errors, such queries are
often executable, but they generate the wrong number of rows due to incorrect filtering conditions, table
joins, or aggregation.

The following table shows the distribution of errors by model

Model Gd (%) | Gp(%) | GI(%)
DSC 13B 118% | 8.1% 28.9%
DSC 6.7B 107% | 7.5% 37.7%
Mistral 7B, 30.1% | 0.6% 25.7%
GPT-4omini | 0.0% 11.1% | 80.1%
GPT-4o 0.0% 12.9% | 80.0%

Table 7: Overview of the distribution of error types by model

Example of a Dialect Error
In the example with the DeepSeek Coder 1.3B model, for the question “Show employees without
leave in the last 2 years”, the model generates the following query :

SELECT e.id,
e.first_name,
e.last_name
FROM employees AS e
WHERE NOT EXISTS
(SELECT *
FROM leave_requests Ir
WHERE Ir.employee_id = e.id)
AND TIMESTAMPDIFF('year’, e.hire_date, CURRENT_DATE) > 2;

However, the TIMESTAMPDIFF function is not part of the PostgreSQL dialect, but belongs to the
MySQL/MariaDB environment, which makes the query non-executable. The reference solution uses the
correct PostgreSQL expression:

SELECT e.first_name,
e.last_name
FROM employees e
WHERE NOT EXISTS
(SELECT 1
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FROM leave_requests Ir
WHERE Ir.employee_id = e.id
AND Ir.start_date >= CURRENT_DATE - interval ‘2 years’);

This example clearly illustrates the problem of SQL dialect incompatibility as a significant source
of errors.

Example of a Projection Error

In the example with the DeepSeek Coder 1.3B model, for the question “Show employees and their
current salaries”, the reference query returns first name, last name, and salary amount:
SELECT e.id,
d.name AS department_name
FROM employees e
JOIN departments d ON e.department_id = d.id
WHERE is_active = TRUE;

Instead of salary information, data about departments are returned, which indicates an incorrect
interpretation of the projection. The reference query that corresponds to the question requirement is:
SELECT e first_name,
e.last_name,
s.amount
FROM employees e
JOIN salaries s ON s.employee_id = e.id
WHERE s.effective_to IS NULL
AND e.is_active = TRUE
ORDER BY s.amount DESC;

Another example of this type is an error of incomplete aggregation of results. For the question
“Show total benefits by type”, the DeepSeek Coder 1.3B model generates the following SQL query:
SELECT benefit_type,
SUM(amount) AS total_benefits
FROM benefits
GROUP BY benefit_type;

In this case, the model correctly identifies the need for aggregation and grouping, but omits an
additional column implicitly required by the question, leaving the result incomplete.
The reference query is:
SELECT benefit_type,
SUM(amount) AS ukupno,
COUNT(*) AS broj
FROM benefits
GROUP BY benefit_type
ORDER BY ukupno DESC;

Examples of Logic Errors

For the question “Which active employees do not receive a transportation allowance?”, the GPT-4o0
model generates the following SQL query:
SELECT e.id,
e.first_name,
e.last_name,
e.email
FROM employees e
LEFT JOIN benefits b ON e.id = b.employee_id
AND b.benefit_type = ‘transport’
WHERE e.is_active = TRUE
AND b.id IS NULL;
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At first glance, the generated query uses the standard LEFT JOIN ... IS NULL pattern for finding
records without corresponding relations. However, in this context, this approach is not semantically
equivalent to the requested condition, because it may lead to row duplication or incorrect filtering in the
presence of multiple related records.

The reference query uses the NOT EXISTS construction:

SELECT e.first_name,

e.last_name
FROM employees e
WHERE e.is_active = TRUE
AND NOT EXISTS
(SELECT 1
FROM benefits b
WHERE b.employee_id = e.id
AND b.benefit_type = ‘transport);

This approach guarantees the correct semantics of eliminating all employees who have at least one
transportation allowance record, without the risk of duplicates or incorrect interpretation of relations. This
example illustrates that models often choose syntactically valid patterns, but fail to recognize their exact
semantic applicability.

For the question “Show departments where all active employees had at least one positive review
(>3)”, the GPT-40-mini model generates the following query:

SELECT d.id,
d.name
FROM departments d
LEFT JOIN employees e ON e.department_id = d.id
LEFT JOIN performance_reviews pr ON e.id = pr.employee_id
AND pr.score > 3.0
WHERE pr.id IS NULL;

while the GPT-40 model generates the following query:

SELECT d.id,
d.name
FROM departments d
JOIN employees e ON d.id = e.department_id
JOIN performance_reviews pr ON e.id = pr.employee_id
AND pr.score > 3
GROUP BY d.id
HAVING COUNT(e.id) = COUNT (pr.employee_id);
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In both cases, the models attempt to solve a condition in which all employees must satisfy a certain
criterion, using aggregation or LEFT JOIN patterns. However, such approaches do not properly cover all
relevant cases, especially when employees have no records in the review table. As a result, the generated
queries include records that should not be part of the result, leading to an incorrect number of returned
rows.

The reference query uses the so-called double NOT EXISTS construction:

SELECT d.name
FROM departments d
WHERE NOT EXISTS
(SELECT 1
FROM employees e
WHERE e.department_id = d.id
AND e.is_active = TRUE
AND NOT EXISTS
(SELECT 1
FROM performance_reviews pr
WHERE pr.employee_id = e.id
AND pr.score > 3));

The analysis of error distribution reveals two distinctive model profiles. In open-source models,
dialect errors dominate; for example, Mistral 7B records 30.1% dialect errors, while DeepSeek models
show somewhat lower values, ranging from 10.7% to 11.8%, alongside a significant share of logic errors,
indicating that semantic query understanding is an additional limitation of these models. In contrast,
commercial models GPT-40 and GPT-40-mini do not have a single dialect error, but record an extremely
high share of logic errors of around 80%, confirming that these models have excellent command of
PostgreSQL syntax but fail at the level of semantic understanding of the domain data model.

From the perspective of the impact of the Serbian language, dialect errors occur equally in both
languages, confirming that this is a systemic limitation of the model independent of the query language,
rather than a consequence of a language barrier.

Observed by complexity category and language, logic errors dominate in all combinations, ranging
from 43% to 56%, confirming that semantic query understanding is the primary limitation of all tested
models. Projection errors are most pronounced in the S category in Serbian, at 16.6%, which is explained
by the fact that simple queries more often have an undefined requirement regarding columns — the
model guesses the logic but not the exact projection. When Serbian and English are compared, there is
no consistent degradation pattern that would indicate a language barrier. In the U, M, and W categories,
dialect errors are higher in English than in Serbian, while in the R category the difference is negligible,
13.6% versus 12.2%. Overall, Serbian records a slightly lower share of dialect errors, 9.9%, compared to
English, 11.1%, while projection errors are higher in Serbian, 9.4% versus 6.7%.
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DISCUSSION

The central finding of this paper is that the language barrier between Serbian and English is not the
dominant cause of low accuracy in generated SQL queries. The difference in EA ranges between 0% and
6.7% across all tested models, which is a statistically negligible difference.

The introduction of confidence intervals further confirms that the observed differences between
languages are not statistically significant, and that result variation primarily arises from model limitations
rather than from the linguistic factor.

The analysis of errors by category and language does not show a consistent degradation pattern
that would indicate a systematic advantage of English. The dominant cause of failure differs by model
type and represents the second key finding of the study. In open-source models, the primary limitation is
insufficient specialization for the PostgreSQL dialect — DeepSeek and Mistral systematically use MySQL
and SQLite functions despite explicit instructions in the prompt, with Mistral recording as much as 30.1%
dialect errors. This limitation is technical in nature and potentially solvable through prompt improvement
or fine-tuning on PostgreSQL examples.

In commercial models GPT-40 and GPT-4o0-mini, the situation is fundamentally different — dialect
errors are zero, but logic errors account for about 80% of all failed queries. These models have excellent
command of PostgreSQL syntax, but fail to generate semantically correct filtering, table joining, and
aggregation logic in the context of a specific domain data model. Low EA across all models, ranging from
0% to 6.7%, does not mean that the models are unusable in practice, but rather that they could potentially
be improved through prompting strategies.

Partial analysis shows that 15.5% of executed queries return the correct number of rows, and
24.4% return the correct number of columns. In a real business environment, such queries may represent
a useful starting point that a domain expert can correct, which still significantly reduces the required
technical knowledge of SQL compared to writing queries from scratch.

Viewed through the prism of SQL construct complexity, logic errors dominate in all categories,
ranging from 43% to 56%, regardless of query language. This confirms that semantic understanding
of the domain context represents the primary limitation of all tested models, both open-source and
commercial. Recursive queries show a somewhat lower rate of logic errors, around 45%, compared with
other categories, which is seemingly paradoxical, but can be explained by the fact that the model more
often fails completely at earlier levels of evaluation — syntactic or dialect-related — and does not even
reach the execution phase.

The limitations of the study include the use of only the HR domain, which limits the generalizability
of the findings to other business contexts. The evaluation set of 200 tasks, although carefully constructed,
represents a relatively small sample compared with established datasets such as Spider and BIRD.
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Abstract: With the rapid development of the Internet, the need for fast and energy-efficient data processing has also
increased. In this regard, Edge Artificial Intelligence and Tiny Machine Learning represent significant technological approaches
that enable the execution of machine learning models on resource-constrained edge devices, embedded platforms, and
microcontrollers. The aim of this review is to analyze the role of Edge Al and TinyML technologies in IoT (Internet of Things)
systems, with special reference to their applications, architectural models and key limitations. The paper provides a concise review
of scientific and professional literature addressing edge computing, embedded machine learning, intelligent sensors, and loT
architectures. Through a review of numerous literatures, major application areas were identified, including smart homes, smart
classrooms, health monitoring, wearables, industrial IoT, predictive maintenance, smart agriculture, and environmental monitoring.
Special attention is paid to architectural models, from cloud-centric loT systems to edge-assisted and fully embedded TinyML
architectures. Analysis shows that Edge Al and TinyML can significantly reduce latency, improve privacy, reduce network traffic
consumption, and enable real-time decision making. However, their application is limited by small memory, lower processing
power, energy consumption, model optimization, security risks, interoperability and maintenance of remote devices.

Keywords: Edge Al; TinyML, Internet of Things; embedded systems; machine learning; edge computing; intelligent sensors.

Introduction

Early loT systems were primarily developed to connect physical objects, sensors, and actuators to
the Internet, enabling data collection, transmission, and basic data processing. These systems typically
relied on cloud infrastructure, where sensor data were transferred to remote servers for storage, analytics,
and decision-making. This method enabled mass connection of devices and centralized processing of
large amounts of data. On the other hand, the issue of latency, consumption of network traffic, energy
efficiency, privacy and reliability in real time was emerged For this reason, modern loT systems have
increasingly developed towards intelligent distributed systems that can locally analyze data, recognize
patterns and make decisions closer to the point of their origin [1, 2].

In the world of modern loT systems, the concept of Edge Al occupies a special place. It refers to
the integration of artificial intelligence and machine learning algorithms on devices or nodes located at
the edge of the network. Instead of sending the entirety of the data to the cloud, Edge Al allows part of
the processing to be performed locally, on smart sensors, gateway devices, mobile devices, embedded
platforms or industrial edge servers. Therefore, loT systems gained the ability to respond faster, local
analytics and adaptive behavior in real time. Numerous recent studies indicate that Edge Al is an
important direction of development as it moves Al functionality from centralized data centers to distributed
devices, thereby increasing the availability of intelligent services in smart homes, healthcare, industrial
loT, education, autonomous systems and smart cities [3, 4].

Tiny Machine Learning (TinyML) represents a narrower and more specific approach within the
broader concept of Edge Al. It refers to the application of machine learning models on devices with
very limited hardware resources (microcontrollers, ultra-low-power sensor nodes and small embedded
systems). TinyML aims to enable the execution of optimized models on devices with low power
consumption, limited memory and minimal computing capacity. Ray [5] points out that TinyML represents
the transition of machine learning from high-performance systems to resource-constrained embedded
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devices at the edge of the network, while Elhanashi et al. [6] point out that TinyML enables the integration
of machine learning into low-cost, energy-efficient and loT-oriented devices.

Edge Al and TinyML reduce the need for network traffic and constant cloud communication, which
contributes to lower operating costs and greater system resilience in conditions of unstable internet
connection. Optimized models on edge and tiny devices can contribute to reducing power consumption,
which is especially important for battery-powered loT devices and long-term sensor networks [7, 6].

In addition to its positive aspects, the application of Edge Al and TinyML in loT systems also has its
limitations. These challenges are mainly associated with the resource limitations of edge and embedded
devices, the need to optimize and compress machine learning models for constrained environments,
and the requirement to ensure security, interoperability, maintainability, and reliable software updates
in distributed loT systems. The biggest problem is balancing between model accuracy, latency, power
consumption and model size. Therefore, it is necessary to systematize existing knowledge about
architectures, application areas and limitations of these technologies. The transition from cloud-centric
loT systems to Edge Al and TinyML approaches is not only a technological improvement, but also an
architectural change in the way intelligent systems are designed.

The aim of this paper is to provide an overview of contemporary approaches to Edge Al and TinyML
technologies in loT systems, with a particular focus on their architectures, application areas, advantages
and key limitations. The paper seeks to explain how loT systems are transformed from passive networks
of sensors into intelligent, distributed and energy-efficient systems capable of local data processing and
real-time decision-making.

The contribution of this work is reflected in the systematization of modern knowledge about the
application of Edge Al and TinyML technologies in loT systems, with special emphasis on their role in the
transformation of traditional sensor networks into intelligent, distributed and energy-efficient systems. In
contrast to approaches that consider IoT mainly as an infrastructure for data collection and transmission,
this paper emphasizes the importance of local intelligence, i.e. the ability for devices at the edge of the
network to independently process data, execute machine learning models and make decisions in real
time.

Finally, the paper contributes to the formation of a theoretical and practical framework for future
research in the field of intelligent loT systems. The overview can be used by researchers, engineers,
teachers and students as a basis for understanding the current trends in the application of artificial
intelligence at the edge of the network, as well as for the development of new solutions that combine low
energy consumption, local data processing, security and reliable real-time decision-making.

Internet of Things Systems

Internet of Things Systems represent networks of physical devices, sensors, actuators, software
components and communication technologies that enable the collection, exchange and processing
of data from the physical environment. Electronics are increasingly integrated into everyday physical
objects, resulting in smart devices that have become an unimaginable part of everyday existence [8].
The development of new technology, the high-speed Internet protocol, has also led to an increase in
multimedia traffic, which initially changed the meaning of loT to the so-called Multimedia Internet of Things
(mloT). The growing demands of modern loT applications, particularly in terms of bandwidth, latency,
and real-time data processing, have significantly transformed the architecture of these systems. [9]. In a
typical loT system, sensors collect empirical environmental data such as temperature, humidity, motion,
pressure, light, air quality, or other parameters, while actuators perform certain actions, such as turning on
devices, regulating lighting, controlling motors, or activating alarms. Contemporary overviews of the loT
field emphasize that loT systems are based on the integration of heterogeneous devices, communication
protocols, software platforms and applications that enable monitoring, control and automated management
of physical processes [10, 11].

Traditional loT systems are usually based on a multi-layered architecture that includes a device
layer, a communication layer, a data processing layer and an application layer. The device layer includes
sensors, microcontrollers and embedded platforms, such as Arduino, ESP32 or Raspberry Pi.

The communication layer enables data transfer using technologies such as Wi-Fi, Bluetooth,
Zigbee, LoRaWAN, MQTT, HTTP and other network technologies. The data processing layer can be
implemented in the cloud infrastructure, on edge devices or local gateway nodes, while the application
layer enables users to monitor, visualize and manage the system. Modern loT architectures increasingly
combine cloud, edge and fog computing approaches to enable scalability, interoperability, lower latency
and more efficient data processing [12, 10].
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Figure 1. Traditional and modem loT architecture showing the layered structure of device,
communication, data processing, and application components.

The figure 1 presents a layered view of traditional and modern loT architecture. At the device
layer, sensors, microcontrollers, and embedded platforms collect data from the physical environment. The
communication layer enables data transmission through technologies such as Wi-Fi, Bluetooth, Zigbee,
LoRaWAN, MQTT, and HTTP. The data processing layer may rely on cloud infrastructure, edge devices,
or gateway/fog nodes, depending on the required level of latency, scalability, and local processing. Finally,
the application layer provides dashboards, analytics, user interfaces, monitoring, visualization, and system
management. The figure also highlights the shift from purely cloud-centric loT systems toward modern
architectures that combine cloud, edge, and fog computing to improve responsiveness, interoperability,
and processing efficiency.

Contemporary loT systems have moved beyond passive data collection networks and are
increasingly developing into intelligent, distributed systems capable of local analytics, autonomous
decision-making, and adaptive behavior. This transformation is particularly significant in the fields of smart
homes, smart cities, industrial 10T, healthcare, education, agriculture and environmental monitoring.
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Figure 2. loT architecture showing the integration of physical devices, sensors, identification
technologies, enterprise systems, external services, and networked platforms through a central loT
infrastructure. (Source: https://share.google/h1tKj9QPw08yv1Wnh)

The figure 2 illustrates the role of loT as a central infrastructure for connecting heterogeneous
devices and systems. Physical objects, sensors, RFID and barcode technologies, industrial machines,
decision support systems, enterprise platforms, external services, and network systems are linked through
loT-enabled communication mechanisms. Such an architecture allows data to be collected from different
sources, transferred through device controllers and network interfaces, and integrated with information
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systems for monitoring, automation, analytics, and decision-making.

The integration of Edge Al and TinyML technologies further expands the capabilities of loT systems,
as it enables data processing and decision-making to be performed closer to the data source. In this way,
latency, dependence on cloud infrastructure and consumption of network traffic are reduced, while at
the same time privacy, autonomy and energy efficiency of the system are increased. This direction of
development is confirmed by works on edge-computing loT architectures and TinyML approaches, which
indicate that intelligence is increasingly moving towards devices at the edge of the network and resource-
constrained loT platforms [12, 5, 2].

Edge Artificial Intelligence

Edge Atrtificial Intelligence (Edge Al) is an approach in which artificial intelligence and machine
learning algorithms are executed on devices or nodes located closer to the point of origin of data. Edge Al
enables loT devices to independently analyze data and make real-time decisions. For this reason, we can
often meet with the term “edge intelligence”, which implies moving Al functionality from centralized data
centers to the edge of the network, i.e. closer to users, devices and data sources [4, 13].

Traditional loT systems are often limited by delayed response, dependence on continuous
connectivity, and challenges associated with processing sensitive data in remote infrastructures. Edge
Al mitigates some of these limitations by enabling trained models to operate close to the data source.
This development has supported the emergence of the Artificial Intelligence of Things (AloT), where
loT infrastructure and Al-based methods are integrated to provide local analysis, autonomous decision-
making, and adaptive system behavior. [2, 13].
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Figure 3. Edge Al computing architecture showing the integration of cloud platforms, Edge Al
devices, loT gateways, and application domains for local data processing and low-latency loT services.
(Sources: https://www.ttx.ca/en-CA/blog/blog06-edgeAl-computing-knowabout)

Figure 3. Edge Al computing architecture showing the relationship between cloud platforms, edge
Al computing devices, loT gateways, and application domains such as warehouse and logistics, vehicle
diagnostics, oil and gas, Industry 4.0, and smart city systems. The figure illustrates how edge computing
devices operate between cloud infrastructure and end-user applications, enabling local data processing,
reduced latency, and more efficient deployment of Al-based loT services.

The main advantages of the Edge Al approach are reflected in reduced latency, lower consumption
of network traffic, greater privacy and better system reliability. By processing data locally, such
systems significantly reduce reaction time to environmental changes, which is particularly important in
industrial automation, health monitoring, autonomous vehicles, security systems, and smart classroom
environments. Also, sensitive data can remain on the local device, reducing the risk of unauthorized
access during transmission over the network. Edge computing generally brings compute and storage
closer to where data is produced and used, which improves the performance of applications that require
low latency, mobility, privacy and security [1, 4].

Despite their advantages, loT and Edge Al also present certain limitations that need to be
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considered. Edge devices typically have less computing resources than cloud servers, so Al models
must be optimized to work under conditions of limited memory, processing power, and energy. Therefore,
techniques such as model compression, quantization, pruning and efficient neural networks are used.
In loT systems, Edge Al represents an important step towards intelligent, autonomous and distributed
systems that do not depend solely on centralized cloud infrastructure [2, 13].

Tiny Machine Learning

Tiny Machine Learning (TinyML) is a field of machine learning that deals with the execution of
optimized Al models on very small and resource-limited devices (microcontrollers, sensor nodes,
embedded platforms and low-power loT devices). TinyML allows machine learning models to run directly
on devices with very limited memory, processing power and power consumption [5, 7]. Ray [9] particularly
emphasizes that TinyML is being developed at the intersection of machine learning, edge computing and
the Internet of Things, as it enables the application of intelligent algorithms on resource-limited devices at
the edge of the network.

What is Embedded Machine Learning (TinyML)?

T’nYM L Fastest-growing feld of ML ﬁ

Adgorithmns.

On-device E hardware,

sensor analytics software
e

Battery-operated [=2]

Figure 4. Overview of TinyML as an embedded machine learning approach that enables low-power,
always-on, on-device analytics on resource-constrained devices.

The figure 4 explains the basic concept of embedded machine learning, commonly referred to
as TinyML. It shows that TinyML enables machine learning models to be deployed directly on small,
resource-constrained embedded devices rather than relying on remote cloud infrastructure. Such
systems are designed for on-device sensor analytics, low power consumption, battery-powered operation,
and continuous or always-on processing. By combining algorithms, hardware, and software, TinyML
allows local data analysis and real-time decision-making in applications such as healthcare monitoring,
environmental sensing, smart mobility, and industrial systems.

Basically, TinyML approach is based on the fact that simpler and optimized models can be used
for local data processing and decision-making without the constant need to send information to the cloud
platform. Schizas et al. [7] point out that TinyML enables ultra-low power consumption and local analytics
in large-scale loT implementations, while Elhanashi et al. [6] emphasize its role in the transformation
of embedded and loT systems through local data processing and reduced dependence on cloud
infrastructure. In practice, TinyML is often implemented using platforms and tools such as TensorFlow Lite
for Microcontrollers, Edge Impulse, Arduino Al libraries, and various development frameworks for ESP32,
ARM Cortex-M, and other microcontroller platforms. TensorFlow Lite for Microcontrollers is designed to
run machine learning models on microcontrollers, DSPs, and other memory-constrained devices, making
it one of the most widely used frameworks for TinyML applications [14, 7].

The importance of TinyML technology in loT systems is reflected in the ability to move intelligence
directly to the end device. This reduces latency, saves energy, reduces network traffic and increases user
privacy, as data can be processed locally. In terms of disadvantages, TinyML has limitations in terms of
memory, processing power, model complexity, prediction accuracy, model maintenance and updating on
a large number of distributed devices. Despite its limitations, TinyML represents one of the key directions
in the development of future intelligent, autonomous and energy-efficient loT systems.
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Relationship Between Cloud Al, Edge Al and TinyML

Cloud Al, Edge Al, and TinyML represent different levels of data processing and Al model
execution. In practice, they are often used together: cloud infrastructure provides high computing power
and scalability, edge devices enable processing closer to the data source, while TinyML enables the
execution of optimized models directly on microcontrollers and other devices with very limited resources
[2,5,13].

Cloud Al represents a centralized approach in which data from loT devices is sent to remote servers
or data centers, where storage, model training, advanced analytics and decision-making are performed.
Cloud-based processing is well suited for large datasets and complex deep learning models due to the
substantial computing, memory, and storage capacity provided by cloud environments. However, its
applicability is limited in scenarios requiring immediate response, as data transmission to remote servers
and the subsequent return of results may increase latency. In addition, constantly sending data to the
cloud increases the consumption of network traffic and can raise privacy and security issues, especially
when processing sensitive data from health, education or surveillance systems [1, 2].

Edge Al is emerging as an intermediate level between the centralized cloud and the end loT
devices. It involves the execution of Al algorithms and machine learning models on devices located closer
to the point of origin of data, such as gateway devices, local servers, smartphones, industrial controllers,
embedded computers or network edge nodes. In the literature, Edge Al is explained as an approach that
moves Al calculations from centralized cloud data centers to the network periphery, i.e. closer to users,
devices and data sources [4, 13]. Therefore, model optimization, compression, quantization, pruning, and
distributed processing approaches are often used in Edge Al systems [4, 2, 13].

TinyML represents the most local form of intelligence in this continuum. While Edge Al can involve
relatively more powerful devices, such as gateway computers or local edge servers, TinyML refers to
executing machine learning on very small and power-constrained devices, most often microcontrollers
and embedded platforms. TinyML moves machine learning from traditional high-performance systems to
resource-constrained embedded devices at the edge of the network, thereby reducing dependence on
cloud infrastructure and enabling local data processing on loT devices [5, 6, 7].

In a hierarchical sense, Cloud Al can be seen as a tier for training large models, long-term storage
and global analytics; Edge Al as a layer for local inference, aggregation and rapid data processing; and
TinyML as a level for direct execution of simpler models on the sensor or microcontroller itself.

Therefore, it is most accurate to consider Cloud Al, Edge Al and TinyML as complementary
layers of intelligence in modern loT systems. Cloud provides power and scalability, Edge Al provides
local autonomy and fast response, while TinyML enables ultra-low power consumption and intelligence
directly on the end device. The key challenge is to determine the optimal location of data processing
depending on the application requirements, available resources, security requirements, privacy needs,
power consumption and expected response time [1, 7, 6].

Applications of Edge Al and TinyML

Unlike traditional cloud-centric systems, in which data is sent to remote servers, Edge Al and
TinyML enable part of the intelligence to be moved closer to the data source, i.e. to gateway devices,
embedded platforms, microcontrollers or sensor nodes themselves. This approach is particularly important
for applications that analyze sound, movement, vibrations, low-resolution images and various sensor
data, because classification and detection can be performed locally, without constant dependence on
cloud infrastructure [5, 7, 13].

Smart Homes and Smart Buildings

In smart homes and smart buildings, Edge Al and TinyML enable local automation, energy-efficient
management and personalized services. loT devices can collect data on temperature, humidity, lighting,
user presence, air quality and energy consumption, while local Al models can make decisions about
regulating heating, ventilation, lighting or security alarms. TinyML is particularly suitable for voice control,
motion detection, recognition of simple acoustic signals, and local classification of sensor data on low-
power devices.
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Smart Home

Figure 5. Smart home loT architecture illustrating the integration of household devices, sensors,
and appliances through wireless connectivity and mobile-based control.
(Source: https://share.google/tFirL5NfI84jPJEAS)

The figure 5 shows how smart lighting, heating, security cameras, access control, household
appliances, and environmental sensors can be connected within a residential environment to enable
remote monitoring, automation, and centralized management through a smartphone application.

Smart home systems offer solutions for affordable and efficient home automation. With these
improvements, the system has the potential to bring smart home technology into everyday use for a wide
range of households, promoting integrated, more energy-conscious living environments [15].

Smart Classrooms and Educational Environments

In smart classrooms and educational environments, Edge Al and TinyML can contribute to
monitoring learning conditions, improving comfort and supporting adaptive education systems. loT
sensors can monitor temperature, humidity, noise level, lighting, air quality and space occupancy, while
local models can classify classroom conditions as optimal, warning or critical. The advantage of local
processing is especially evident in situations where a quick response is required, for example in case of
poor air quality, excessive noise or increased concentration of students in the space.

— =rf _-'I'lu”l__ﬁ :

Figure 6. Smart classroom environment supported by loT-based interactive learning technologies
Source: https://share.google/WLrg2GiQgHD78H0JO

The figure 6 presents an example of a smart classroom in which loT-enabled devices, interactive
displays, and cloud-based services are integrated into the teaching and learning process. Students use
connected devices to access and share learning materials, while the teacher controls and presents
content through an interactive display. Features such as wireless device casting, multi-touch control, real-
time collaboration, cloud storage, and lesson recording support more flexible, interactive, and data-driven
learning environments.
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Edge Al allows data from multiple classrooms to be processed on a local gateway device, while
TinyML allows simpler classification directly on a microcontroller or sensor node. This approach reduces
network traffic and increases privacy, because raw data from the educational space does not have to be
constantly sent to the cloud [2, 13].

Healthcare and Wearable Devices

Healthcare and wearable devices represent one of the most important areas of application of Edge
Al and TinyML technologies. Smart watches, wristbands, heart rate sensors, accelerometers, temperature
sensors and other wearable devices can locally analyze the user’s physiological and behavioral data.
TinyML makes it possible to perform movement classification, fall detection, physical activity analysis,
basic heart rhythm assessment or anomaly detection on the device, without the need to send all sensitive
health data to the cloud. This is especially important for privacy, latency reduction and energy savings.
One study [15] highlighted that the encapsulated information collected by UNTLab in a hazardous
(contaminated) environment can be of value in critical situations, without exposing human resources to
danger. This is another proof of the advantages of using these technologies in protecting and exposing
human lives.
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Figure 7. Wearable loT-based healthcare system showing the connection between patient-
generated data, wearable and medical monitoring devices, cloud infrastructure, and electronic patient
health records.

Source: https://techno-soft.com/wearable-technology-in-healthcare.html

The figure 7 presents a healthcare loT scenario in which wearable devices and medical sensors
collect patient-related data, including glucose level, physical activity, calories, weight, medication, and
nutrition information. These data can be transferred through wireless communication technologies such as
Bluetooth, Wi-Fi, and USB-based connections to cloud infrastructure, where they may be stored, processed,
and integrated with patient health records. Such systems support continuous health monitoring, remote
patient management, and more timely access to health-related information by healthcare professionals.

Recent reviews indicate that TinyML has significant potential for continuous health monitoring and
wearable applications, as it enables local inference on devices with strict memory, power, and response
time constraints [16, 17].

Industrial loT and Predictive Maintenance

In industrial loT, Edge Al and TinyML are most often applied for predictive maintenance, machine
monitoring, anomaly detection, quality control and optimization of production processes. Industrial sensors
collect data on vibration, temperature, pressure, sound, energy consumption and equipment condition.
Edge Al allows this data to be analyzed locally, close to the production line, reducing reaction time and
enabling faster fault detection. TinyML can be useful for simpler local detection of vibration patterns,
acoustic anomalies or changes in machine operation on low-power sensor nodes.
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Figure 8. Predictive maintenance in an industrial IoT environment, showing the use of connected
sensors, robotic systems, and digital monitoring dashboards for real-time equipment supervision. Source:
https://neurosys.com/blog/predictive-maintenance-with-iot-technology

The figure 8 presents an example of predictive maintenance supported by loT technology in an
industrial environment. Sensors and connected machines continuously collect operational data, such
as temperature, vibration, performance indicators, and equipment status. These data can be analyzed
through digital dashboards or cloud/edge platforms to identify abnormal patterns, predict possible failures,
and schedule maintenance activities before serious faults occur. Such an approach improves reliability,
reduces downtime, and supports more efficient production management.

The application of the Edge Al approach in predictive maintenance is particularly significant
because it reduces cloud dependency, increases system reliability and enables local decision-making in
real time [18, 12, 13].

Smart Agriculture and Environmental Monitoring

Smart agriculture and environmental monitoring are also important application domains for Edge
Al and TinyML technologies. loT sensors can be used to monitor soil moisture, temperature, air humidity,
light intensity, air quality, gas concentrations, water levels, and other environmental parameters. Edge
Al supports local data analysis on farms, in greenhouses, and at remote monitoring stations, whereas
TinyML enables small sensor devices to classify plant conditions locally, detect anomalies in microclimatic
conditions, and trigger irrigation systems when necessary.
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Figure 9. IoT-se-d 'art égficltfé‘ solution ||u§tring the use of connected sensors, mobile
applications, and digital monitoring tools for crop and environmental management.
Source:  https://cepdnaclk.github.io/e20-3yp-Smart-Environmental-Monitoring-System-for-Palm-
Oil-Plantation/
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The figure 9 illustrates a smart agriculture scenario in which loT technologies are used to monitor
crop and environmental conditions through connected sensors and mobile applications. Parameters such
as crop yield, crop damage, farm mapping, soil erosion, and water stress can be collected and visualized
in real time, allowing farmers to make more informed decisions. When combined with Edge Al or TinyML,
such systems can also support local analysis, anomaly detection, irrigation control, and early identification
of plant or environmental stress.

The literature provides examples of TinyML systems for autonomous plant watering, as well as the
application of models for plant disease detection and agricultural data analysis on resource-constrained
devices [19, 5].

In addition to the mentioned areas, Edge Al and TinyML are increasingly used in security systems
and smart cities, where fast local detection of events, such as movement, sound, traffic anomalies,
changes in air quality or unusual behavior patterns, is required. In all these applications, the core value
of the Edge Al and TinyML approach is reflected in the fact that they enable the transition from passive
data collection to intelligent, autonomous and contextual decision-making at the level of the loT system
itself [2, 7, 13].

Architectures of Edge Al and TinyML in loT Systems

A typical data flow in a modern loT system can be shown as: sensors and actuators —
microcontrollers/embedded devices — edge gateway — cloud platform. Depending on the needs of the
application, the Al model can be executed at different levels: in the cloud, on the edge gateway device,
on the embedded computer or directly on the microcontroller/sensor. 10T architecture is increasingly
developing in the direction of combining cloud, edge and embedded layers in order to achieve better
scalability, lower latency, lower consumption of network traffic and greater system autonomy [12, 10, 2].

Cloud-Centric loT Architecture

Cloud-centric loT architecture represents a traditional model in which sensors and loT devices
collect data and send it to a remote cloud platform, where storage, processing, model training and decision-
making are performed. In this model, the Al model is most often executed in a cloud environment, while
local devices mainly have the role of data collection and transmission. The advantage of this architecture
is high computing power, the ability to process large data sets and centralized system management.
However, the main disadvantages are higher latency, dependence on a stable Internet connection,
increased consumption of network traffic and potential privacy risks, as raw data is often transmitted
outside the local environment [10, 1].

Edge-Assisted loT Architecture

Edge-assisted loT architecture introduces an intermediate layer between the end loT devices
and the cloud platform. In this model, data is first processed on edge gateway devices, local servers,
industrial controllers or embedded computers, while only selected, aggregated or long-term significant
data is sent to the cloud. This approach reduces latency and network load, while retaining the benefits of
the cloud for long-term storage, advanced analytics, and model updates. Edge computing architectures
are especially important for loT applications that require fast response, such as industrial 10T, smart cities,
health monitoring and security systems [12, 13].

TinyML-Based Embedded Architecture

TinyML-based embedded architecture represents the most local form of intelligence in loT systems.
In this approach, the Al model is executed directly on a microcontroller, sensor node, or other device with
very limited resources. This means that the device does not have to constantly send raw data either to
the gateway or to the cloud, but can locally classify the signal, detect an anomaly, recognize a pattern
or activate a certain reaction. The TinyML architecture requires a high degree of model optimization,
including quantization, compression, pruning, and parameter reduction, because microcontrollers have
limited memory, processing power, and energy resources [5, 7, 6].

Comparatively, a cloud-centric architecture is suitable when large computing power and centralized
analysis are needed, but it is less suitable for applications that require minimal latency and local privacy.
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Cloud-centric loT

Edge-assisted loT

Fully Edge Al

TinyML architecture

Figure 10. Comparative overview of cloud-centric loT, edge-assisted loT, fully Edge Al, and TinyML
architectures, highlighting their execution environments, main advantages, and key limitations.

The figure 10 compares four architectural approaches used in loT and intelligent edge systems.
Cloud-centric loT relies on remote cloud platforms and offers strong computing and storage capacity, but
may introduce higher latency, internet dependency, and privacy concerns. Edge-assisted loT moves part
of the processing to gateways, local servers, or embedded computers, reducing latency and limiting the
amount of data sent to the cloud. Fully Edge Al performs inference directly on edge devices and local
nodes, enabling faster decisions and greater autonomy, although it requires model optimization and may
face scalability and maintenance challenges. TinyML represents the most resource-constrained approach,
where lightweight models run on microcontrollers, sensors, or low-power embedded devices, supporting
offline operation and strong privacy but with limited memory, computing power, and model complexity.

Based on this comparison, it can be concluded that there is no universally best architecture for
all loT systems. The choice of architectural model depends on the nature of the application, required
response speed, available hardware resources, security requirements, data volume, power consumption
and privacy needs. In modern solutions, hybrid models are most often applied, in which the cloud, edge
and TinyML layers function as complementary levels of intelligence.

Limitations and Challenges

Although Edge Al and TinyML significantly improve loT systems through local data processing,
lower latency and greater autonomy, their implementation is accompanied by numerous technical,
security and organizational limitations. The most important challenges are related to limited hardware
resources, energy consumption, model optimization, data protection, interoperability, standardization and
maintenance of distributed devices. It is especially important to emphasize that designing Edge Al and
TinyML solutions always involves a compromise between model accuracy, latency, energy consumption
and model size. A more accurate model often requires more memory and processing power, while smaller
and more energy efficient models may have lower accuracy or limited generalizability [5, 7, 6].

Hardware and Memory Constraints

The first limitation refers to the hardware and memory capacities of the device. Edge devices have
significantly fewer resources than cloud servers, while TinyML devices are even more limited because
models are executed on microcontrollers, sensor nodes, and embedded platforms. Such devices often
have limited working memory, less capacity to store models and weaker processing power. Therefore, it
is not possible to directly apply the large deep learning models used in the cloud environment. Instead,
it is necessary to use light models, reduced architectures and algorithms adapted to limited resources.
These limitations affect not only the size of the model, but also the complexity of the input data, the speed
of inference, and the ability to process multiple sensor streams simultaneously [5, 13].
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Energy Consumption and Battery Life

Another significant challenge is energy consumption. Many loT devices run on batteries or under
power-limited conditions, making energy efficiency one of the key design criteria. Local data processing
can reduce the need to wirelessly send large amounts of information, which has a positive effect on
energy consumption. However, running the Al model on the device also requires some processing activity
and can drain the battery faster. Therefore, it is necessary to balance carefully between the frequency of
sensor readings, the complexity of the model, the number of inferences and the way of communication
with the gateway or cloud layer. TinyML is particularly notable because it seeks to enable ultra-low power
consumption, but still requires optimization of the entire system, not just the model itself [7, 5].

Model Compression, Quantization and Optimization

The third group of challenges relates to model optimization. In order to run machine learning
models on edge and TinyML devices, techniques such as model compression, quantization, pruning,
parameter reduction, and selection of efficient neural architectures are often used. Quantization reduces
the memory footprint of the model and speeds up inference by representing numerical values with less
precision. Pruning removes less significant connections or neurons from the model, while compression
reduces the overall size of the model. However, these techniques may lead to a drop in accuracy, model
instability, or poorer generalization in real-world conditions. Therefore, optimization must not be seen only
as a technical reduction of the model, but as a process of finding an acceptable compromise between
performance, size, speed and energy consumption [2, 5, 20].

Security, Privacy and Trust

Security, privacy and trust present additional challenges in Edge Al and TinyML systems. Local
data processing can improve privacy because sensitive data does not have to be constantly sent to the
cloud. However, the distributed nature of edge and loT environments increases the number of potential
attack points. Edge gateway devices, sensor nodes and microcontrollers can be physically accessible
to attackers, exposed to unauthorized access, data manipulation, malicious updates or attacks on the
Al model itself. An additional problem is the trust in the decisions of local models, especially when they
are used in healthcare, industrial automation, security systems or smart cities. Therefore, it is necessary
to develop secure authentication, encryption, model protection, secure updating and explainability
mechanisms that increase user confidence in locally made decisions [13, 3].

Deployment, Maintenance and Scalability

The fifth challenge is related to the implementation, maintenance and scalability of the system.
Edge Al and TinyML solutions often consist of a large number of distributed devices located in
different physical environments. This makes installation, monitoring, diagnostics, model updates and
troubleshooting difficult. A particular problem is the remote updating of models on devices with limited
memory and weak network connectivity. In addition, the lack of standardization and interoperability
between different hardware platforms, communication protocols and software frameworks hinders the
wider application of these technologies. Scalability is not only a matter of the number of devices, but
also of their heterogeneity, secure management, model compatibility and long-term system maintenance.
Therefore, the future development of Edge Al and TinyML systems requires standardized architectures,
efficient MLOps approaches for edge environments, secure update mechanisms, and tools to monitor
model performance over time [6, 22].

Conclusion

Edge Al and TinyML represent important technological trends in the development of modern
Internet of Things systems. Their key contribution is reflected in the transformation of loT systems from a
predominantly passive infrastructure for data collection and transmission into intelligent, distributed and
context-aware systems capable of local data processing and real-time decision-making. Instead of relying
exclusively on centralized cloud platforms, modern loT architectures increasingly distribute intelligence
between sensors, microcontrollers, embedded devices, edge gateway nodes and cloud services.

The review shows that Edge Al enables faster and more autonomous processing of data closer
to its source, while TinyML extends this capability to devices with extremely limited resources, such as
microcontrollers and low-power sensor nodes. The most important advantages of these approaches
include reduced latency, lower consumption of network traffic, greater privacy, higher degree of system
autonomy and better energy efficiency. Therefore, Edge Al and TinyML are particularly relevant for smart
homes, smart classrooms, health monitoring, wearables, industrial loT, predictive maintenance, smart
agriculture, environmental monitoring, security systems and smart cities.

However, the wider application of Edge Al and TinyML technologies is still limited by a number
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of challenges. The most significant limitations are related to small memory, weaker processing power,
limited battery capacity, the need to optimize the model, security risks, privacy issues, interoperability and
difficulties in maintaining and updating the model on a large number of distributed devices. A particular
challenge is the trade-off between model accuracy, latency, power consumption and model size. Edge Al
and TinyML should not be seen as a replacement for cloud computing, but as complementary layers of
intelligence in modern loT ecosystems.
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Abstract: Business information systems (BIS) constitute the technological foundation of modern organizations, integrating
data management, process automation, and decision-support capabilities within a unified operational architecture. This paper
examines the role of contemporary software tools in supporting BIS across diverse organizational contexts, with particular
emphasis on measurable cost savings, data storage infrastructure, and mobile computing solutions. Through a comparative
analysis of widely deployed enterprise platforms — including ERP, CRM, and business intelligence systems — the study
demonstrates that the strategic selection and implementation of appropriate BIS software tools yields documented reductions
in operational costs of between 15 and 40 percent, depending on organizational size and sector. The paper further analyzes
data storage approaches spanning on-premise servers, private and public cloud environments, and mobile computing centers,
assessing each model’s suitability, scalability, and cost efficiency across varying operational conditions. The findings indicate
that no single infrastructure model is universally optimal; rather, hybrid deployments combined with context-specific software
selection consistently produce the greatest efficiency gains. A structured framework for aligning software tool selection with
organizational goals, data governance requirements, and financial constraints is proposed.

Keywords: business information systems, enterprise software, ERP, CRM, cloud computing, data storage, cost savings,
mobile computing center, data infrastructure.

Introduction

The contemporary business environment is shaped by an accelerating pace of technological
change, rapidly growing volumes of operational data, and an increasing organizational dependence on
software-driven decision-making. Business information systems (BIS) have evolved considerably over
the past two decades, transforming from simple record-keeping applications into complex, integrated
platforms that span every functional area of an organization — from supply chain management and
human resources to customer relationship management and strategic analytics. The proliferation of cloud-
based software, open-source enterprise solutions, and mobile computing infrastructure has substantially
lowered the barriers to sophisticated BIS adoption, enabling organizations of all sizes to access tools that
were previously available only to large corporations.

Despite the growing availability of BIS software tools, many organizations continue to encounter
difficulties in selecting, implementing, and fully utilizing systems that are genuinely aligned with their
operational objectives, data governance obligations, and financial constraints. The literature on enterprise
software adoption consistently identifies misalignment between tool capabilities and organizational needs
as a primary driver of implementation failure, budget overrun, and underutilized investment (Panorama
Consulting Group, 2023; Forrester Research, 2024).

This paper addresses three interconnected research questions. First, which categories of BIS
software tools are currently most widely deployed across different organizational types, and what are
their defining functional characteristics? Second, what cost savings are documented in the literature as
attributable to strategic BIS software adoption, and how do these savings vary by sector and organizational
scale? Third, how do different data storage and computing infrastructure models — including traditional
on-premise servers, cloud environments, and mobile computing centers — compare in terms of scalability,
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reliability, and total cost of ownership?

The paper proceeds as follows. Section two presents a theoretical overview of BIS architecture and
the principal categories of enterprise software tools. Section three reviews the evidence on cost savings
attributable to BIS adoption. Section four analyzes data storage infrastructure options relevant to BIS
deployment, including an examination of mobile computing center implementations in Serbia. Section five
discusses the implications for organizational practice. The paper concludes with a summary of the key
findings and directions for future research.

Business Information Systems: Architecture and Software Categories

A business information system is most broadly defined as an organized combination of hardware,
software, data, processes, and human resources designed to collect, process, store, and transmit
information in support of organizational decision-making and operations (Laudon & Laudon, 2022). At the
architectural level, BIS typically consist of three functional layers: a data layer encompassing databases,
data warehouses, and data lakes; a processing layer comprising application logic, workflow engines, and
integration middleware; and a presentation layer including user interfaces, reporting dashboards, and
analytical visualizations.

Contemporary BIS software tools can be grouped into five primary functional categories:

+ Enterprise Resource Planning (ERP) systems, which integrate core business processes —
including finance, procurement, manufacturing, and human resource management — into a unified data
environment, eliminating data silos and enabling cross-functional reporting.

« Customer Relationship Management (CRM) platforms, which manage customer interactions,
automate sales pipeline tracking, and coordinate marketing campaigns across digital and physical
channels.

* Business Intelligence (Bl) and analytics tools, which transform raw operational data into actionable
management insights through data visualization, ad-hoc reporting, and predictive modeling.

* Supply Chain Management (SCM) systems, which optimize procurement workflows, logistics
coordination, inventory replenishment, and supplier relationship management.

+ Human Capital Management (HCM) platforms, which support talent acquisition, payroll processing,
employee performance evaluation, and workforce planning.

Table 1 provides a comparative overview of five enterprise BIS platforms currently in widespread
use, summarizing the vendor, deployment model, primary functional domain, and cost structure of each.

Table 1. Comparative overview of major BIS software platforms (2024).

Software ‘ Vendor ‘ Deployment ‘ Primary Function | Cost Model
SAP S/AHANA SAP SE Cloud / On-prem ERP / Finance Subscription
Oracle ERP Oracle Corp. Cloud ERP/HCM Subscription
Cloud
MS Dynamics Microsoft Cloud CRM / ERP Per-user / month
365
Odoo Odoo S.A. Cloud / On-prem | ERP (SME focus) | Freemium + add-
ons
Zoho One Zoho Corp. Cloud CRM / Analytics Flat monthly rate

Note: Deployment models and pricing structures are subject to vendor updates. Data compiled
from vendor documentation and Panorama Consulting Group (2023).

The BIS software market is increasingly concentrated among a small number of dominant vendors
— notably SAP, Oracle, and Microsoft — while a parallel ecosystem of specialized and open-source
alternatives, such as Odoo and ERPNext, continues to mature and is particularly relevant for small and
medium-sized enterprises (SMEs). Cloud-based deployment has become the default model for new
implementations, driven by lower upfront capital expenditure, accelerated deployment timelines, and built-
in horizontal scalability (Gartner, 2024).

A significant trend reshaping BIS software development is the integration of artificial intelligence
(Al) and machine learning capabilities into core platform functions. Predictive demand forecasting,
automated invoice processing, natural language query interfaces, and real-time anomaly detection in
financial transactions are now standard features in leading ERP and Bl platforms. This integration is

http://juuntics.unt.edu.rs
28


https://medisij.com


Doki¢, V., Boki¢, D. & Gracanac, A. (2026). Business Information Systems and Software Tools: Global Applications, Cost
Savings, and Data Storage Infrastructure, Journal of UUNT: Informatics and Computer Sciences, 3(1), 27-32.

progressively shifting the function of BIS from retrospective operational reporting toward forward-looking
organizational intelligence (Davenport & Ronanki, 2018).

Cost Savings Through Strategic BIS Software Adoption

One of the primary justifications for BIS investment is the expectation of measurable reductions
in operational expenditure. The empirical literature on BIS adoption outcomes consistently documents
significant savings across multiple cost categories, although the magnitude and distribution of these
savings vary substantially depending on organizational type, implementation quality, and the specific
business processes targeted for optimization.

Cost savings attributable to BIS software adoption characteristically manifest across three
categories:

* Process automation savings: The replacement of manual, labor-intensive workflows — such as
invoice matching, payroll calculation, and inventory replenishment — with automated processes reduces
both direct labor costs and the expense of correcting errors introduced by manual handling.

« Procurement and supply chain optimization: Integrated ERP and SCM systems enable
organizations to consolidate supplier relationships, negotiate more favorable contract terms, reduce
safety stock levels, and minimize waste from demand-supply mismatches.

« IT infrastructure rationalization: Migration to cloud-based BIS platforms eliminates the capital
expenditure associated with on-premise hardware maintenance, reduces software licensing complexity,
and enables right-sizing of computing resources according to actual organizational usage patterns.

Table 2 summarizes documented cost savings drawn from peer-reviewed literature and industry
research across a range of organizational types and BIS platforms.

Table 2. Documented cost savings associated with BIS software adoption across
organizational types.

Organization Tool / Platform Savings Area Documented Source
Saving
Large enterprise SAP S/AHANA Procurement cost 18-24 % Panorama,
2023
Mid-size retail MS Dynamics 365 Inventory waste 15 % Forrester,
2024
SME (services) Zoho CRM Customer 22 9% Zoho, 2023
acquisition
Public sector Open-source ERP IT licensing fees 3040 % EC Report,
2022

Note: Savings figures represent reported averages or ranges. Actual outcomes depend on
implementation quality, organizational readiness, and sector-specific characteristics.

The results in Table 2 indicate that the largest savings are typically achieved in procurement and
supply chain management, where integrated data visibility enables organizations to identify and eliminate
redundant expenditure and reduce supply chain latency. Public sector organizations adopting open-
source ERP solutions report particularly high IT licensing savings, as proprietary software licensing fees
constitute a disproportionate share of their total IT operating budgets (European Commission, 2022).

Cost savings from BIS adoption are not automatic outcomes of software selection. Research
consistently identifies several enabling conditions without which the anticipated financial benefits are
unlikely to materialize: executive sponsorship, adequate change management investment, accurate
and complete master data, and sufficient training for end users (Panorama Consulting Group, 2023).
Organizations that underinvest in these areas frequently experience the well-documented phenomenon
of post-implementation disappointment, in which the system operates technically but fails to deliver the
expected business value.

Beyond direct cost reduction, BIS adoption is associated with indirect financial benefits that are
more difficult to quantify but potentially of equal significance, including faster financial close cycles,
improved regulatory compliance, reduced internal and external audit costs, and enhanced organizational
capacity for data-driven strategic planning (Turban et al., 2021). As organizations accumulate operational
experience with their BIS platforms, the efficiency gains associated with system usage compound over
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time, producing a progressive return on the initial implementation investment.
Data Storage and Computing Infrastructure for BIS

The performance, security, and cost efficiency of a business information system are fundamentally
determined by the underlying data storage and computing infrastructure on which it operates. As
organizational data volumes expand — driven by transactional records, loT sensor outputs, customer
interaction logs, and regulatory archiving obligations — the selection of an appropriate storage architecture
has become a strategic organizational decision rather than a purely technical one.

Five infrastructure models are most relevant for BIS deployment in contemporary organizations:

* On-premise servers: Physical computing and storage hardware maintained within the organization’s
own facilities. This model offers maximum control over data sovereignty and security configuration,
but requires substantial capital investment and dedicated IT personnel for ongoing maintenance and
technology refresh.

* Private cloud: Virtualized computing resources hosted within the organization’s own data center
or by a managed service provider on a dedicated, single-tenant basis. Private cloud provides greater
operational flexibility than on-premise hardware while retaining a higher degree of data control than
shared public cloud environments.

* Public cloud (AWS, Microsoft Azure, Google Cloud): Infrastructure delivered as a metered, on-
demand service by hyperscale cloud providers. This model provides near-unlimited horizontal scalability,
pay-per-use pricing transparency, and very high reliability guarantees, but introduces considerations
regarding data sovereignty, vendor dependency, and regulatory compliance in jurisdictions with strict data
localization requirements.

+ Mobile computing center: A portable, self-contained computing and storage unit designed for
deployment in environments where fixed physical infrastructure is unavailable or operationally impractical.
Contemporary mobile computing centers — such as those introduced at the University of Kragujevac
(komp.KG) for decentralized academic computing — integrate ruggedized servers, uninterruptible
power systems, and satellite or cellular wide-area network connectivity to deliver enterprise-grade BIS
capabilities in field conditions.

* Hybrid infrastructure: A deliberate combination of on-premise resources and cloud services,
with workload distribution governed by data sensitivity classification, latency requirements, and cost
optimization targets.

Table 3 compares these infrastructure models across the dimensions most relevant to BIS
deployment: scalability, service-level agreement (SLA) uptime commitments, approximate storage cost,
and representative organizational use cases.

Table 3. Comparison of data storage and computing infrastructure models for BIS

deployment.
Infrastructure | Scalability | SLA Uptime | Cost/ TB/ yr | Typical Use Case
On-premise server Low 99.5 % High (CAPEX) Legacy / regulated
systems
Private cloud Medium 99.9 % Medium Sensitive data
industries
Public cloud (AWS Very high 99.99 % Low (OPEX) Startups, SaaS
! Azure) platforms
Mobile computing Medium 99.7 % Variable Field ops, disaster
center recovery
Hybrid (cloud + High 90.95 % Medium—low Enterprise standard
on-prem) model

Note: Cost per TB/yr figures are indicative and vary by provider, geographic region, and contract
terms. SLA figures represent typical vendor commitments, not guaranteed minimums.

The data in Table 3 reveal a consistent pattern of trade-offs: infrastructure models that provide
the greatest control and data sovereignty (on-premise, private cloud) impose higher costs and lower
scalability, while those offering the greatest scalability and lowest per-unit storage costs (public cloud)
require acceptance of shared infrastructure, reduced control over data residency, and greater dependence
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on vendor reliability. The hybrid model has emerged as the pragmatic enterprise standard, enabling
organizations to retain sensitive or latency-critical workloads on controlled infrastructure while leveraging
public cloud elasticity for variable or less sensitive functions (Gartner, 2024).

Mobile computing centers represent a specialized infrastructure category whose relevance
is increasing across sectors characterized by geographic dispersion, infrastructure scarcity, or strict
requirements for operational continuity under failure conditions. Modern mobile computing centers are
capable of hosting enterprise-grade BIS applications and synchronizing with central cloud infrastructure
when wide-area network connectivity is available. Their application in disaster recovery planning allows
organizations to maintain BIS availability even when primary data center facilities are offline orinaccessible
(NIST, 2021).

The selection of an appropriate storage and computing model should be driven by a structured
analysis of four organizational parameters: the regulatory classification and sensitivity of the data to
be stored; the performance requirements of the BIS workloads in terms of latency, throughput, and
availability; the organization’s internal IT capacity for infrastructure management and security oversight;
and the projected total cost of ownership over a multi-year planning horizon, accounting for both capital
and operational expenditure trajectories.

Discussion

The findings of this review support several conclusions relevant to practitioners and researchers
working at the intersection of business information systems, software tool selection, and infrastructure
management.

First, the evidence strongly supports the conclusion that strategic BIS software adoption generates
measurable cost savings, but only when implementation is accompanied by adequate organizational
change management and realistic expectations of the implementation timeline. The documented savings
range of 15-40 percent across procurement, inventory, and IT licensing costs represents a compelling
investment case, yet the literature is equally consistent in demonstrating that these outcomes are
contingent on implementation quality rather than the intrinsic capabilities of the selected software platform.

Second, the contemporary BIS software landscape offers considerably broader and more accessible
options than were available a decade ago. The maturation of cloud-based deployment models and the
improving quality of open-source enterprise platforms have meaningfully expanded the choices available
to SMEs, which were previously largely restricted to basic accounting systems or prohibitively expensive
proprietary ERP deployments. This democratization of BIS access is likely to accelerate as Al-driven
automation progressively reduces the configuration and maintenance complexity of enterprise software.

The integration of software tools into organizational environments extends beyond strictly
operational contexts. As Doki¢ (2026) observes, “the teaching practices applied in contemporary
higher education institutions increasingly depend on various encapsulated software solutions, including
learning management systems (LMS), digital collaboration platforms, visualization and simulation tools,
as well as systems for assessing students’ knowledge” (p. 1). This observation is equally applicable to
corporate training and knowledge management functions embedded within modern BIS architectures,
where learning and talent development platforms are increasingly integrated with core ERP and HCM
systems. Furthermore, Doki¢ (2026) emphasizes that “it is necessary to comprehensively and structuredly
explain the ways in which the integration of such tools affects learning outcomes, student motivation and
engagement, and overall effectiveness” (p. 1) — a principle that translates directly to the organizational
context, where employee adoption of new BIS tools is a decisive factor in whether the anticipated efficiency
gains are realized in practice.

Third, the question of data storage infrastructure is increasingly inseparable from BIS software
selection decisions. Modern enterprise software platforms are designed around specific infrastructure
assumptions — typically cloud-native architectures — and deviations from these assumptions impose
performance penalties and additional integration expenditure. Organizations that treat infrastructure
selection as a downstream, implementation-phase decision rather than an upstream strategic-planning
decision consistently encounter avoidable technical and financial difficulties.

Fourth, mobile computing centers — while occupying a specialized position in the overall BIS
infrastructure landscape — merit increasing attention, particularly in contexts characterized by geographic
remoteness, regulatory restrictions on cross-border data transfer, or requirements for operational continuity
under infrastructure failure conditions. As these systems continue to increase in computing power and
improve in cloud synchronization capabilities, their relevance as a component of enterprise hybrid BIS
architectures is likely to grow substantially.

http://juuntics.unt.edu.rs
31



Doki¢, V., Boki¢, D. & Graganac, A. (2026). Business Information Systems and Software Tools: Global Applications, Cost
Savings, and Data Storage Infrastructure, Journal of UUNT: Informatics and Computer Sciences, 3(1), 27-32.

Conclusion

This paper has examined the intersection of business information systems, enterprise software
tool selection, and data storage infrastructure, with particular attention to the practical implications for
organizational cost management and operational continuity. Three principal contributions emerge from
the analysis.

First, a structured comparative overview of five major BIS software platforms was presented,
covering functional scope, deployment model, and cost structure. This comparison provides a practical
reference for organizations at early stages of BIS software evaluation, enabling more informed initial
scoping of candidate solutions.

Second, empirical evidence on cost savings attributable to strategic BIS software adoption was
synthesized from industry and peer-reviewed literature. The findings demonstrate that well-implemented
systems consistently yield savings of 15-40 percent in targeted cost categories — most significantly
in procurement, inventory management, and IT licensing — while also producing indirect benefits in
regulatory compliance, financial reporting speed, and organizational decision quality.

Third, a comparative framework for evaluating data storage and computing infrastructure models
was developed, encompassing on-premise servers, private and public cloud environments, mobile
computing centers, and hybrid architectures. The framework clarifies the fundamental trade-offs between
data control, operational scalability, cost efficiency, and infrastructure flexibility that organizations must
navigate when designing a BIS infrastructure strategy.

Future research should examine the trajectory of Al integration into BIS platforms and its
implications for software selection, particularly as the functional boundaries between ERP, CRM, BI, and
SCM systems continue to erode. Longitudinal studies tracking the realized cost savings and operational
impacts of BIS implementations over periods of five years or more would also contribute substantially
to the evidence base, complementing the shorter-term figures currently available in the practitioner and
academic literature.
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Abstract: Through the introduction of new tools, channels, and interaction patterns, artificial intelligence (Al) is drastically
changing business communication. This essay examines how Al is transforming the way companies communicate with their
stakeholders and with each other. The study is based on a survey of recent scientific publications that examine the role of
artificial intelligence (Al) technologies such as chatbots, natural language processing, and automated communication systems.
The results show that Al significantly improves the accessibility, efficiency, and customization of communication, enabling faster
decision-making and higher levels of customer engagement. However, the integration of Al also poses a number of challenges,
such as risks to data privacy, ethical concerns, and the potential decline in the quality of human interaction. The study also
indicates that a balance between technological innovation and human-centered communication approaches is necessary for
the successful implementation of Al in corporate communication. In the future, business communication will likely involve hybrid
systems, with humans focusing on complex, strategic, and emotionally driven interactions, while Al handles routine communication
tasks. Overall, Al is not replacing human communication but redefining it, providing businesses with new opportunities and
responsibilities in the digital age.

Keywords: Artificial Intelligence, Business Communication, Chatbots, Human-Centered Interaction, Digital Transformation

Introduction

Business communication is essential to an organization’s performance because it facilitates
collaboration, information sharing, and decision-making at all organizational levels [8]. Effective
communication enhances collaboration among staff, management, and external stakeholders, boosting
productivity, creativity, and overall organizational performance. However, traditional communication
strategies often face challenges such as information overload, delayed responses, and inefficiencies in
managing large teams or international operations [16].

These conventional communication frameworks are evolving into more automated, data-driven,
and intelligent systems due to the rapid advancement of artificial intelligence (Al). Al technologies,
including natural language processing (NLP), machine learning algorithms, and predictive analytics,
enable businesses to efficiently manage vast amounts of data, respond to customer inquiries in real time,
and tailor communications to individual needs [10; 11]. In addition to enhancing customer interactions,
Al systems improve internal communication by streamlining workflow management, automating routine
tasks, and providing managers with decision-support information [13].

The increasing adoption of Al-powered tools such as chatbots, virtual assistants, and intelligent
email systems reflects a shift toward more efficient, personalized, and responsive communication
methods [1]. Moreover, Al facilitates successful and contextually appropriate cross-cultural interactions
by overcoming language barriers through real-time translation and sentiment analysis [7].

Theoretical Framework

Systems capable of performing tasks such as language processing, learning, and decision-making
that require human intelligence are referred to as artificial intelligence (Al) [10]. In corporate communication,
Al is implemented through tools such as automated messaging systems, machine learning algorithms,
and natural language processing (NLP).
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Recent studies indicate that Al enhances communication by enabling advanced data analysis,
real-time engagement, and predictive insights [13]. Furthermore, Al-driven systems facilitate international
communication by overcoming language barriers and supporting multilingual interactions [7].

From a theoretical perspective, research emphasizes the importance of human-Al collaboration,
where Al supports and enhances communication rather than replacing human interaction [11].

Methodology

A comprehensive review of scholarly literature forms the basis of the qualitative methodology
employed in this study. Relevant articles on artificial intelligence and corporate communication were
collected from peer-reviewed academic journals.

* The inclusion criteria were as follows:

* Peer-reviewed journal articles

* Published between 2018 and 2026

* Relevance to the application of Al in business communication

The analysis focused on identifying key themes, including efficiency, customization, ethical
considerations, and technology adoption.

Results

The results show that artificial intelligence (Al) dramatically transforms corporate communication
in several ways, including international communication, efficiency, customization, and decision-making.

Efficiency: By automating repetitive communication tasks, reducing response times, and lowering
operating costs, Al enhances efficiency. For example, Al chatbots in customer support handle up to
70% of initial customer inquiries, enabling human agents to focus on more complex issues [16]. In large
enterprises, automated email management solutions can also reduce response times by 30-40%.

Personalization: By analyzing user behavior, preferences, and previous interactions, Al enables
tailored communication. Al-powered marketing systems can deliver customized messages that increase
user engagement rates by 25-35%, thereby enhancing customer satisfaction and loyalty [1].

Decision-Making: Al supports decision-making by providing predictive analytics and real-time,
data-driven insights. For instance, Al systems capable of forecasting customer demand patterns with up
to 90% accuracy allow managers to optimize resource allocation and communication strategies [13].

International and Cross-Cultural Communication: Al facilitates international collaboration
by supporting multilingual interactions and real-time translations. Companies employing Al translation
technologies report a 50% reduction in misunderstandings within multinational teams [7].

Challenges: Despite its benefits, Al presents several challenges. Al systems often lack emotional
intelligence, limiting their effectiveness in sensitive situations. Furthermore, algorithmic bias may lead to
unfair treatment of certain customer groups.

Table 1: Key Impacts of Al on Business Communication

Aspect Impact / Benefit Example / Statistic Reference
Efficiency | Automation of routine  Chatbots handle ~70% of Naidoo &
tasks, faster responses initial inquiries Dulek, 2018
Personalization | Tailored Engagement rates increase by  Awaludin &
communication to 25-35% Aravik, 2025
individual needs
Decision-Making | Data-driven insights Demand forecasting accuracy  Kumar et al.,
and predictive up to 90% 2025
analytics
International | Multilingual support,  50% reduction in Djalev &
Communication | real-time translations = miscommunication in global Djaleva, 2025
teams
Challenges | Emotional intelligence, Potential bias in AI Getchell et
bias, privacy concerns  algorithms; privacy al., 2022
compliance requirements
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Discussion

The results of this study show that artificial intelligence (Al) is dramatically transforming business
communication by enhancing productivity, personalization, decision-making, and global collaboration.
These findings are consistent with previous research, which indicates that Al technologies, including
chatbots, virtual assistants, and natural language processing (NLP), streamline communication processes,
shorten response times, and enable businesses to efficiently manage large volumes of data [16; 10]. By
automating repetitive tasks, businesses can allocate human resources to more complex and strategic
activities, thereby improving overall organizational performance.

One of the main advantages of Al in communication is personalization. By analyzing user
behavior, preferences, and previous interactions, businesses can deliver tailored messages that increase
engagement, customer satisfaction, and loyalty [1]. This demonstrates that Al not only promotes operational
efficiency but also supports strategic planning and informed decision-making at higher organizational
levels.

Al integration also significantly enhances cross-cultural and international communication. Real-
time translation and sentiment analysis technologies improve understanding among multilingual and
multicultural teams, reducing misunderstandings and fostering successful global collaboration [7]. This
highlights the critical role of Al in multinational organizations where communication barriers can impede
stakeholder engagement and operational efficiency.

Despite its benefits, Al presents challenges. Algorithmic bias may result in unfair treatment
of certain customer groups, and data privacy and transparency remain pressing concerns [8]. These
limitations underscore the importance of human-Al collaboration, suggesting that Al should complement
and enhance human communication rather than replace it [11].

Conclusion

This research demonstrates that artificial intelligence (Al) is enhancing decision-making, efficiency,
personalization, and global collaboration in business communication. Al technologies, such as chatbots,
virtual assistants, and natural language processing, improve customer satisfaction and organizational
performance by automating repetitive communication tasks, providing real-time insights, and enabling
customized interactions.

The study also identifies several challenges, including the lack of emotional intelligence in Al
systems, potential algorithmic bias, and concerns regarding data privacy and transparency. These
limitations underscore the importance of human-Al collaboration, in which Al supports and enhances
human communication rather than replacing it.

Overall, Al offers significant opportunities for organizations to optimize decision-making, strengthen
stakeholder relationships, and streamline communication processes. However, successful implementation
requires a balanced approach that integrates human-centered communication, ethical considerations,
and technological innovation. Future research should focus on strategies to mitigate biases, enhance the
emotional intelligence of Al systems, and further integrate Al into international, cross-cultural business
communication.
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